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Abstract 

Trusted Research environments (TRE)s are safe and secure environments in which researchers can 

access sensitive data. With the growth and diversity of medical data such as Electronic Health Records 

(EHR), Medical Imaging and Genomic data, there is an increase in the use of Artificial Intelligence (AI) in 

general and the subfield of Machine Learning (ML) in particular in the healthcare domain. This generates 

the desire to disclose new types of outputs from TREs, such as trained machine learning models. 

Although specific guidelines and policies exists for statistical disclosure controls in TREs, they do not 

satisfactorily cover these new types of output request. 

In this paper, we define some of the challenges around the application and disclosure of machine 

learning for healthcare within TREs. We describe various vulnerabilities the introduction of AI brings to 

TREs. We also provide an introduction to the different types and levels of risks associated with the 

disclosure of trained ML  models. We finally describe the new research opportunities in developing and 

adapting policies and tools for safely disclosing machine learning outputs from TREs.  

Keywords: TREs , AI, Machine Learning, Data Privacy  
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INTRODUCTION 

Trusted Research environments (TRE)s are secure and safe platforms enabling access to and analysis of 

sensitive data, [1]. TREs must follow specific principles when providing researchers with access to data, 

defined around five distinct areas as outlined by [2]. These are: 

• Safe people: Individuals allowed to access data through the TRE must sign a term of use 

committing them to follow certain guidelines and rules. Users agree not to re-identify individuals 

and not to share their TRE access with non-authorised persons. They also commit to reporting 

any safety or security weakness identified within TREs.  

•  Safe projects: TRE operators need to ensure the projects’ use of data is appropriate and in line 

with public benefits.    

• Safe settings: sensitive data is held only within a secure environment, accessed through 

restricted areas. 

• Safe outputs: TREs must set up and implement process to only allow appropriate output data to 

be released.  

• Safe data: In general, TREs operate with highly sensitive/identifiable data: the other elements 

(people, projects, settings and outputs) provide a high degree of protection so that even the 

most sensitive data can be analysed lawfully and ethically  

 

TRE output guidelines are typically aimed at specific outputs such as aggregated results, graphs, and 

tables. With the increased interest in the application of AI and machine learning (ML) on sensitive data 

such as healthcare and medical data, new guidelines, systems, and platforms are required within TREs to 

ensure that the above principles are preserved and to mitigate any risk of direct or indirect data privacy 

breach from disclosure of trained models,. We have interviewed 14 UK and 6 international TREs, [3] to 
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discover current processes within TREs for AI algorithms disclosure. We have discovered that across the board 

TREs did not have mature processes, tools or an understanding of disclosure control for AI algorithms. The only 

processes consist of manual checking.  

 

We present an overview of ML and its applications in healthcare, outline challenges faced by TREs in 

releasing trained machine learning models and describe potential risks linked to those challenges.  

This paper is organized as follows: 

• Introduction to ML models and its applications in medical and healthcare  

• Identification of new types of outputs generated through machine learning  

• Outline of the security threats and vulnerabilities introduced by different types of machine 

learning models  

• Identification of potential risks and risk levels associated with the disclosure of machine learning 

models 

• Identification of opportunities for research to answer some of these challenges.   

MACHINE LEARNING IN HEALTHCARE TREs 

With the recent surge in the availability of data and enhances in the field there has been an increase in 

the development and adoption of AI, and in particular ML, in the medical and healthcare fields.  

ML is a subset of Artificial Intelligence, that automatically learns patterns from datasets. It can be used 

to help humans better understand complex data, or make predictions based upon new, unseen data. ML 

is now a mature field, but in recent years particular technological advances, coupled with the increasing 

availability of very large datasets has seen a surge in popularity. Modern ML encompasses many types of 

learning and computational algorithms, [3].  
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ML models can be categorised based on the type of problem they are attempting to solve, summarized 

below: 

Supervised learning:  

When performing supervised learning, algorithms are supplied with a corpus of training examples, each 

associated with an output category or value (a label). The goal is to learn a mapping between the input 

and output. This type of learning is one of the most common and has applications such as the 

classification and diagnosis of medical conditions, [4] and predicting risks of future health events. The 

output is typically either one of a number of distinct categories (e.g. case vs controls; known as 

classification), or a real value (regression). Supervised learning has been used with a wide range of 

healthcare and medical data, such as medical images, [5], Electronic Health Records (EHR), [6] and 

genomic data, [6] . 

Unsupervised learning: 

In unsupervised learning, the model uses unlabeled data to discover patterns in a dataset. One of the 

most common examples of unsupervised learning is clustering, [7]. The goal of clustering is to group 

data instances into clusters such that the instances sharing a cluster are similar with one another.  

Unsupervised learning techniques such as clustering are often used for exploratory data analysis in 

healthcare and medical applications. For example, [8] used k-means clustering for identifying several 

subtypes of Alzheimer’s using Electronic Health Records (EHR).  More recently unsupervised learning 

was used to learn appropriate features for COVID-19 diagnosis from CT medical imaging, [9] . 

Semi-supervised learning: 

Semi-supervised learning methods are applied to datasets in which both labelled and unlabeled 

examples co-exist, with the volume of unlabeled data typically exceeding that of the labeled data. This 

scenario is common when the cost of labeling data is high which is common in the healthcare and 
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medical domains,  [10]. Semi-supervised methods use patterns present in the unlabeled data to improve 

performance over models trained on the labeled data alone. One type of semi-supervised learning is 

Active Learning which starts with of small set of labelled data and works iteratively, [11].   

Reinforcement learning: 

Reinforcement learning (RL) involves training machine learning models to make decisions sequentially, 

based upon periodically received feedback, [12]. RL has had high profile success in learning game 

strategies, where rewards are received at the end of a (variable length) game, [12]. There are various 

applications of reinforcement learning in healthcare, such as in medical imaging, [13], diagnosis systems, 

[14] and precision medicine, [15].  

MACHINE LEARNING MODEL TYPES 

Machine learning models can be grouped into various categories according to their purpose, algorithm 

type and how they work and learn, [3].  Table 1 summarizes the different and most common types of 

machine learning models categorized by the type of algorithms they use, the learning category and how 

they handle data.  

Learning type Algorithm type  Definition  Models  Examples  Reference 

Supervised Traditional 
regression / 
parametric 
based 
methods.  

Aim at modelling a 
link between input 
variables and an 
output. This 
enables the 
prediction of  
outputs for new 
examples. Typically, 
a single parameter 
needs to be learnt 
per input feature. 

Linear Regression 
Logistic Regression 
Stepwise 
Regression 
Multivariate 
Adaptive 
Regression 
 

Medical 
images 
landmark 
detection 

[16] 

Supervised Instance / non-
parametric 
based 

These methods use 
similarity between 
data instances.  

K-nearest 
Neighbor (KNN) 

Decision 
making in 
mental health 

[17] 
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classification 
methods. 
 

Predictions are 
made by 
summarizing the 
outputs for training 
examples. Weights 
are increased for 
data that is more 
similar to new 
observation.  

Self-Organising 
Map (SOM) 
Support Vector 
Machines SVM  

system using 
SOM 

Supervised Tree-based 
Algorithms 
 

Methods that make 
decisions based on 
traversing a tree. 
The value of 
features at each 
node is used to 
decide the direction 
of the decision. 
Typically, recursive 
search methods are 
used to successively 
grow trees, or 
select nodes. 

Classification and 
Decision Tree  
Chi-squared 
Automatic 
Interaction 
Detection (CHAID) 
Conditional 
Decision Trees 

Analysis of 
adverse drug 
reaction using 
CHAID 

[18] 

Supervised Bayesian 
Algorithms 
 

Probabilistic 
algorithms based 
upon Bayesian 
statistical 
principles. These 
methods operate 
by using data to 
update prior 
probabilities (of e.g. 
class membership) 
to posterior 
probabilities. 

Naïve Bayes 
Bayesian Belief 
Network (BBN) 
Gaussian Naïve 
Networks  

Modelling 
fetal mortality  

[19] 

Unsupervised Non-
parametric 
Clustering 
Algorithms 
 

Group the data 
observations 
according to 
similarity between 
them. This results in 
a partition of the 
observations. 

Hierarchical 
Clustering 
Kernelised K-
means 

Alzheimer 
structural 
imaging 
phenotype  
Detection 
using 
hierarchical 
clustering. 
 
Diabetes 
diagnosis 
using K-means 
clustering 
 

[20] 
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Unsupervised Parametric 
Clustering 
Algorithms 

Defines group of 
data using 
parametric model. 
Data is assigned to 
cluster using the 
largest prior 
probability  

K-means 
K-medians 
Statistical Mixture 
models 
 
Gaussian Mixture 
Models 
 

Diabetes 
diagnosis 
using K-means 
clustering 
 

[21] 

Supervised / 
Unsupervised 

Neural 
Networks and 
Deep learning  

Neural Networks 
including Deep 
learning methods 
are inspired by 
biological neural 
networks. They 
consist of an input 
layer, connected to 
hidden layers, 
followed by an 
output later. Each 
layer consists of a 
number of neurons. 
Deep neural 
networks have 
architectures with 
many hidden layers 
and provide state-
of-the-art 
performance for 
complex data such 
as images, text and 
audio.  

Convolution 
Neural Networks 
(CNN), 
Recurrent Neural 
Networks (RNNs) - 
for example 
Long Short-Term 
Memory networks 
(LSTM), 
Auto-Encoders, 
Deep Belief 
Network (DBN) 
 

CNN for the 
classification 
of skin cancer  
LSTM for 
predictive 
medicine from 
EHR. 
 
Genomic data 
imputation 
using auto 
encoders  

[22] 
 
[23] 
 
 
 
 

Unsupervised Dimensionality 
reduction 

Dimensionality 
reduction 
algorithms 
compress high-
dimensional data 
into a low-
dimensional 
representation. This 
is achieved by 
preserving all useful 
structure of the 
data in an 
unsupervised way. 
The resulting low 
dimensional 
representations are 

Principal 
Component 
Analysis (PCA) 
Multidimentional 
Scaling (MDS) 
T-Stochastic 
Neighbour 
Embedding(TSNE) 

Brain tumour 
segmentation  

[24] 
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used for data 
exploration and 
visualization. They 
can also be used as 
features for other 
machine learning 
models 

 

 

MACHINE LEARNING PIPELINE 
 

The development of a machine learning model requires various steps, starting from data collection and 

problem definition as shown in Figure 1.  The process consists of choosing relevant data, extracting 

useful features, before choosing an appropriate machine learning model before evaluation and 

deployment.   

 

 

Figure 1 - Machine Learning Model Development Pipeline 
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All ML models typically have parameters that are optimized via training, as well as hyper-parameters 

that are typically set via domain knowledge or through trial and error (e.g. setting learning rates). Thus, 

finding the model with the best estimated performance for a desired task is often an iterative process. 

A key step in model development, particularly for supervised models, is validation of the model’s 

performance. Model performance should not be evaluated only on training data but also on a testing set 

unseen during training. Performance on test data is used to estimate how well the model can generalise 

to unseen data, and hence how well it might perform once deployed. The validation process also 

highlights when models have simply memorized the training data rather than learning useful structure, 

an issue known as overfitting, [27]. 

MACHINE LEARNING OUTPUT 

The main aim in using ML models is to solve specific problems, and for doing so, researchers and data 

scientists need to deploy models into production systems. This will be done outside TREs and therefore 

trained models must be disclosed from the TRE. 

Trained ML models are often saved by serializing their state to a file to be reused in production or 

research. Saved ML model files usually include the following: 

Architecture: 

This is most relevant in neural networks (and therefore deep learning) models where the architecture 

defines the number of nodes in each layer, how the nodes are connected, and the activation functions 

used in each layer. Knowledge of the architecture is useful to a potential attacker (e.g. knowledge of the 

structure of the input layer in a neural network is required to make use of the model). In our definitions 
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we consider architecture to be set before training so, e.g., the definitions of the nodes (features and 

thresholds) in a decision tree are parameters rather than architecture. 

Parameters: 

A model’s parameters are those variables within a model that are optimised during training. In the 

example of a logistic regression, these are the weights that each input variable is multiplied by in the 

decision function. For a neural network, these are the weights on the connections between neurons. 

Configuration:  

Many models save the details of any additional parameters that were set by the user for training, 

possibly including some information regarding the dataset that was used for training, for example 

variable names.  

Optimizer and its state: 

Models that require optimisation in the training phase will often store the state of the optimiser at the 

optimum. This can include which optimizer was used, any associated parameters (e.g. learning rate), 

how many iterations the optimiser ran for, and why it terminated (convergence, the maximum number 

of iterations was reached, etc). Saving the optimizer state can be useful if further trained if desired.  

Subset of training data: 

Some algorithms require training examples to make predictions (e.g. K-nearest neighbours and Support 

Vector Machines). Where this is the case, these training examples would be saved within the model file. 

MACHINE LEARNING MODEL SECURITY THREATS AND VULNERABILITIES  

There exist various threats and vulnerabilities introduced by trained ML models regardless of their type 

of learning or training methods.  Threats exist throughout training, production, and deployment. For 

example, the training phase can be compromised if training sets are poisoned and deployed systems can 
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be subject to adversarial attacks. Other threats consist of recovery of sensitive data such as membership 

inference or model inversion attack, [25], [29]. 

In this section we describe the most common ML attack types that could constitute a privacy risk if 

successfully applied to a deployed ML model trained within a TRE.  

Model membership inference 

In a membership inference attack, an attacker attempts to determine whether particular data instances 

to which they have access belonged to the data used to train the model. This attack model is one of the 

most popular and was first introduced by, [26]. 

Membership inference attacks leverage the observation that models will often make more confident 

predictions on data that they were exposed to in training than previously unseen data. Therefore, high 

predictive confidence can help to infer the likelihood of a data point belonging to a training set. 

Overconfidence on training examples is associated with model overfitting, [30] which can be the result 

of poor model architecture, inappropriate training or too few training examples. This has been 

demonstrated by (Nasr et al, 2018), who have also experimented on membership inference attacks on 

federated learning systems, [30]. 

Model inversion attacks 

Model inversion attacks aim at reconstructing part or full training datasets, data labels or both. These 

attacks can be particularly dangerous for private and confidential data, [27]. 

Various types of inversion attack have been published in the literature. Fredrikson, [28] was the first to 

introduce the concept of model inversion by showing how machine learning models could be inverted to 

leak sensitive data.  
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Model inversion attacks use model extraction, where attackers attempt to reproduce the parameters or 

functionality of a model. For example, if an attacker knows that the model is a logistic regression 

classifier, then they know the structure and, by presenting sufficient diverse inputs to the model and 

recording the outputs, can construct a series of equations from which the regression weights can be 

reverse-engineered. If attackers are just interested in mimicking the functionality, they can present 

many input examples, record the outputs and train a completely new model. 

Other types of attacks exist such as property inference, model extraction and adversarial attacks. 

However, these attacks are out of the scope of this paper as they would not allow the extraction of 

individually identifiable data.  

CHALLENGES IN THE DISCLOSURE OF MODELS FROM TREs 

It is clear that the ability to train ML models on the rich data held within TREs could be incredibly 

beneficial.  However, there remain considerable unresolved challenges in the disclosure of trained 

models from TREs. These challenges include many aspects and are summarized as follows:  

Users/actors challenges 

Threats around trained ML model disclosure can emerge from different users and actors. We can 

identify three main actors. The first is a TRE user training models inside a TRE with little awareness of 

possible threats faced by those models. For example, it is easy to imagine a researcher training a 

Support Vector Machine (SVM), unaware that the saved SVM has to include a copy of at least part of the 

training dataset for it to operate, rendering it prone to membership inference attacks and therefore a 

considerable disclosure risk.  

The second type is a malicious user who deliberately hides data inside disclosed models and outputs. To 

a certain extent, malevolent behavior is guarded against through the existing TRE safeguarding 
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procedures, [1]. However, these guidelines were designed for aggregated results (tables, plots, or 

summary statistics), in which the possibility of hiding large quantities of data was insignificant. This 

changes with the disclosure of ML models, where files being disclosed could be large and not necessarily 

human readable. 

The third actor is an external attacker who has access to trained models after they have been disclosed 

from the TRE, through either model deployment (e.g. via an accessible application programming 

interface; API) or model sharing. Attacks can be carried out by these actors in various forms as described 

in section (Threats and vulnerabilities of ML).  

 

Data challenges  

The application of machine learning in healthcare represents more challenges when disclosing models 

from TRESs. Healthcare data is very heterogenous and unstructured ranging from Electronic Health 

Records (EHR), medical images to large genomic databases. Within TREs data is safe-guarded and 

follows strict protocols such as anonymization, pseudonymization or de-identification. However, these 

methods are not infallible leaving a residual risk of re-identification of individuals. Depending on the 

data types being considered, TRE operators need to adopt appropriate methods for removing private 

and personal data. Another challenge related to data, represents the risk to re-identify some 

anonymized data using different types of information through triangulation.  

Challenges around ML models 

As described in the previous sections ML models are vulnerable to attacks that can potentially lead to 

data privacy breaches. Attacks can occur in a black box setting, where attackers do not have access to 

the model itself but only an interface or API. Attackers can therefore use the model (present inputs and 

be provided with outputs) but cannot observe the inner workings of the model. The second type is a 
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white box attack where attackers have access to the model parameters and architecture. White box 

attackers can therefore both use and inspect the model, [29]. In general, white box access confers 

greater risk. However, black box attacks can also represent a significant risk but require more effort to 

be successful.  

For example, someone with white-box access to an SVM could potentially perform a membership 

inference attack by reading training data directly from the model file. Someone with black-box access 

would have to rely on more complex optimisation approaches to perform a membership inference 

attack, with no guarantee of success. 

Attacks on deployed models constitute a potential risk for data privacy. Veale et al, [30] present a review 

of different attacks on machine learning and the possible implication on data protection and GDPR. They 

have discussed machine learning models and personal data and drew a parallel between 

pseudonymization and model inversion attacks in the GDPR law.  

The challenge of disclosing ML models varies between different models and training regimes. Some 

models are more prone to attacks than others although model configuration (architecture and setting of 

model hyper-parameters) also plays a significant role. Disclosing an SVM or a tree-based algorithm may 

be riskier than disclosing more complex models, [31]. More work is required to better understand the 

risk of a wide range of models and configurations. 
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RISKS FACTORS IN DISCLOSING MACHINE LEARNING MODELS  

In the previous sections, we have given an overview of machine learning models, their different types, 

applications in healthcare and their potential vulnerabilities. We have also described challenges faced 

when disclosing machine learning models from TREs.   

 

Figure 2 - Machine Learning Challenges Types 

 

 

It is clear that preserving data privacy when disclosing ML models is challenging. For a model to be 

effective, it must retain some aspects of the data on which it was trained, [29].    

Data Challenges

Data type (EHR, 
Genomic, 
Imaging)

Size of training 
dataset

ML models 
attacks 

susceptibility 
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attacks
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Malicious user

Compliant user
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Disclosing ML models from safe environments therefore carries risks that must be accounted for and 

mitigated. We have identified various factors that may affect the level of risks such as data type, 

machine learning type or the attack type. Figure 2 summarizes the above-mentioned challenges.  To 

assess the risk of disclosure, TREs need to consider the severity of the different factors (alone or in 

combination) and the impact of a data breach, which would primarily concern re-identification of 

individuals and subsequent loss of trust in TREs.  

Figure 3 illustrates the potential link between the level of risks and the different factors such as model 

type, attack type or user type. We have used the strength of the connections to highlight what is, in our 

opinion, the strength of the relationship. For example, disclosing an SVM model trained on brain MRI 

data represents a higher risk of re-identification than disclosing a deep learning model using genomic 

data.  Medical images such as brain images can contain hidden biometrics, [32], [33] and pose a higher 

risk to privacy if reconstructed via a membership inference attack.  
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Figure 3 - Relationship between different factors in risk assessment 
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CONCLUSIONS AND FUTIRE RESEARCH OPPORTUNITIES  

In this paper, we have presented an overview of the different types of ML, some of their applications in 

the healthcare and medical domains, the challenges of disclosing ML models from TREs and finally the 

introduction of different risk factors associated with the disclosure of trained ML models.  

Detailed risk analysis needs to be conducted to quantify risks using the different factors and challenges 

outlined in this paper. Various risk model frameworks have been investigated in the literature in 

domains such as financial, privacy or security, [34]. Model frameworks such as FAIR (Factor Analysis of 

Information Risk), [37] could be applied to conduct a risk assessment of ML models disclosure from 

TREs. FAIR is a risk management model that divides different aspects of risks into different factors that 

quantify risk into different probabilities. However, this is not a strictly statistical discussion. The nature 

of TREs means that multiple measures of control are potentially available, and so a high baseline risk 

may still be acceptable. This is particularly relevant when considering the motivation of attackers. 

The challenges and risks described in this paper create new opportunities for new interdisciplinary 

research.   Investment in the following open areas of research will play a role in ensuring that the next 

generation of TRE’s can facilitate safe disclosure of ML models:  

• Data privacy research: Various opportunities exist in providing more secure processes 

at the data level. This could include encryption of the data, enabling the application of 

machine learning algorithm directly on encrypted data. Methods such as homomorphic 

encryption allow this. Adding digital watermarks enables data tracking that could help 

detect privacy leaks. ML models could also be trained on synthetic data. However, this 

method can only be applied in very limited types of data and applications applying 

synthetic data in the medical field can lead to algorithm bias,  [36].  
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• Automatic ML model Privacy assessment Quantifying risks from machine learning 

models is impossible using human controls only.  Providing TREs and researchers with 

tools that helps assess risk factors for models can help quantify, manage and mitigate 

risks in disclosure of such models. Various machine learning attack metrics tools have 

been proposed in the literature such as those in, [6]. 

• Automatic output privacy breach detection: Providing automatic assessment of the 

presence of hidden data in output requests, for example using generative models. 

• Federated learning and privacy preserving by design: Providing privacy preserving 

frameworks for TREs users. There exist various opportunities and research into privacy 

preserving using federated learning such as the work presented by, [34]. Other research 

focused on providing privacy preserving platform, [43]. 

 

• AI responsibility and accountability    Exploring areas such as accountability, 

explainability, fairness from both a technical and legal point of view.  

• Model based mitigation strategies and guidelines: Develop methodologies for 

mitigating risks linked to model disclosure such as restricting types of models that can 

be used. Some model types such as KNN and SVM represent a higher risk and need a 

tighter control.  

• Effective manual disclosure procedures: This could include model / code inspections 

prior to disclosure. This requires experts within the disclosure teams, and the technical 

infrastructure to generate and store code snapshots for inspection. Ideally, the 

disclosure team would also use the model, independently evaluating model 

performance on both the data that was provided to the researcher and a subset of data 
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that they had never used. For example, in a large dataset, 10% of the examples could be 

withheld completely from the researcher for use by the disclosure team. 
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