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ABSTRACT Electricity networks are critical infrastructure, delivering vital energy services. Due to the
significant number, variety and distribution of electrical network overhead line assets, energy network operators spend millions annually on inspection and maintenance programmes. Currently, inspection involves
acquiring and manually analysing aerial images. This is labour intensive and subjective. Along with costs
associated with helicopter or drone operations, data analysis represents a significant financial burden to
network operators. We propose an approach to automating assessment of the condition of electrical towers.
Importantly, we train machine learning tower classifiers without using condition labels for individual
components of interest. Instead, learning is supervised using only condition labels for towers in their entirety.
This enables us to use a real-world industry dataset without needing costly additional human labelling of
thousands of individual components. Our prototype first detects instances of components in multiple images
of each tower, using Mask R-CNN or RetinaNet. It then predicts tower condition ratings using one of two
approaches: (i) component instance classifiers trained using class labels transferred from towers to each of
their detected component instances, or (ii) multiple instance learning classifiers based on bags of detected
instances. Instance or bag class predictions are aggregated to obtain tower condition ratings. Evaluation used
a dataset with representative tower images and associated condition ratings covering a range of component
types, scenes, environmental conditions, and viewpoints. We report experiments investigating classification
of towers based on the condition of their multiple insulator and U-bolt components. Insulators and their
U-bolts were detected with average precision of 96.7 and 97.9, respectively. Tower classification achieved
areas under ROC curves of 0.94 and 0.98 for insulator condition and U-bolt condition ratings, respectively.
Thus we demonstrate that tower condition classifiers can be trained effectively without labelling the condition
of individual components.
INDEX TERMS Pattern recognition, machine learning, image classification, asset management, power
transmission.

I. INTRODUCTION

Transmission and distribution of electricity are critical energy
services for communities globally, underpinning vital services such as telecommunications, water services, transport
and education. Electrical network overhead line (OHL) assets
are inspected regularly for failures or conditions that might
The associate editor coordinating the review of this manuscript and
approving it for publication was Wei Wang
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lead to faults. This is done for safety and economic reasons,
and because it is required by law. In the UK, for example,
Section 24 of the Electricity Supply Regulation 1988 requires
distribution network operators to take practical power-line
inspection steps to avoid unplanned outages [1]. Regulators
of the energy industry have developed a set of standards
for assessing network assets. Electrical towers are inspected
against parameters that encompass the condition of their
various component parts such as insulators, conductors and
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U-bolts, as well as factors such as bird nesting and accumulation of droppings, and encroachment of vegetation. Inspection of high voltage line assets is especially challenging,
requiring extreme caution. The use of people on patrol for
monitoring OHL corridor and tower components is now out
of fashion because of the high risk and relative inefficiency
in terms of response time. Efforts to improve inspection
quality and safety, and reduce costs and risks of failure,
focus on exploiting optical aerial and satellite imaging and
airborne laser scanners [2]. Low-altitude aerial imaging is
used for fine-grained inspection with use of helicopters commonplace in the industry. Eyre-Walker et al. [3] described
advanced condition assessment and asset management techniques adopted by distribution network operators in the
UK as key components in inspection and refurbishment of
OHL assets. More recently, there has been increasing use of
drone technology with a short-term, single-mission focus [4].
A drone can be flown close to an asset and take highresolution images from different views. Alternatives to
drones in terms of flexibility and cost are roll-on-wire
and hybrid climbing-flying robots. Although there are proposals for the deployment of these alternatives for OHL
asset inspection, they are yet to be adopted as business as
usual (BaU) capabilities. Current inspection pipelines capture
aerial images via helicopters and the acquired aerial images
are manually analysed by experts for faults or precursor
signatures of faults. This is a highly labour-intensive and
subjective process, that is error prone and expensive.
In this paper, we propose an approach to automated tower
condition assessment from aerial images based on deep learning. We describe prototype systems and report results evaluating performance on real-world industry data. Importantly,
the machine learning methods used to predict tower condition ratings are trained without using condition rating labels
for individual components of interest. Instead, learning is
supervised using only condition labels for each tower as a
whole. This approach enables us to use a real-world industry
dataset without needing costly additional human annotation
of thousands of individual components’ conditions.
Experiments in this paper focus on assessing towers in
terms of the condition of their insulator components and their
U-bolt components. These components are used as exemplars to demonstrate our approach which we believe will
also be applicable to various other parameters of interest in
future work. Insulator faults can arise from cracking, chipping, shattering, and rust. U-bolts are used to attach suspension insulators to a tower and are susceptible to wear and
rust.
We highlight the importance of monitoring and the role
of automation with a review of relevant literature focused on
the detection and analysis of OHL assets from aerial images
(Section II). An important aspect of our study is the use of a
real-world industry dataset with representative tower images
and associated condition ratings covering a range of component types, scenes, environmental conditions and viewpoints.
We provide an overview of this dataset in Section III.
146282

In Section IV, we give a system overview of our proposed approach to inspection. This involves first detecting
instances of the components of interest in multiple images
of each tower using deep learning detector networks. The
condition ratings for each tower are then predicted using
deep classifiers. Two methodologies for tower classification
are compared. The first uses component instance classifiers
trained using class labels transferred from the tower to each
of its detected component instances. The second uses multiple
instance learning (MIL) to train classifiers based on bags
of detected instances. Instance or bag class predictions are
aggregated to obtain tower condition ratings.
The deep networks used for instance detection are
described and evaluated in Section V. Specifically, we compare Mask R-CNN and RetinaNet methods for the detection
of insulators and two categories of U-bolt. We know of
no previous published study comparing these methods for
OHL tower inspection. Furthermore, automated detection of
U-bolts from aerial images has not been previously reported.
We also report experiments investigating how detection performance is affected by partial occlusion.
Section VI describes the deep networks used for instancebased and MIL-based tower classification. This is, to the best
of our knowledge, the first time multiple instance learning has
been used for inspection of electrical OHL assets. We propose
the use of MIL on sub-bags of images to enable learning
with constrained resources. Whereas previous studies have
identified individual instances of faulty insulators based on
annotated faults [5], [6], our approach avoids the need for
costly labelling of the fault condition of individual components. Tower classification results reported in Section VII
show that high accuracy condition ratings can be obtained,
and that tower level labels can be adequate for the task.
Finally, we discuss the findings of this study (Section VIII)
and draw conclusions to inform further research (Section IX).
II. MOTIVATION AND RELATED WORK
A. THE IMPORTANCE OF ELECTRICAL ASSET
MONITORING

The economic and societal implications of interrupting
electrical supply have been demonstrated throughout the
world [7]. Accounts relating to failure of electrical networks include those of blackouts in North America [8] and
Europe [9]. An assessment of the impact of a 2003 blackout
in Italy estimated the damage to society to exceed 1.15 billion
Euros [9]. The root causes of such power failures are diverse
and include loss of energy generation, switching failures,
IT failures, and failures of OHL network assets. Degradation
of OHL networks can cause disastrous environmental events
such as a 2019 California wildfire reported to have burned
over 150,000 acres and killed 85 people [10]. Component
failures and human errors were reported to be responsible for
a third of blackouts world-wide between 2011 and 2019 [7].
OHL electrical networks are complex, varied and highly
distributed networks of assets such as electrical cables, towers, insulators, pole mount transformers (PMT) and arrestors.
VOLUME 9, 2021
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Distributed generation is increasing within electrical networks, and this creates more complex bidirectional energy
flows for a system that was originally designed to provide
a one-way centralised energy service [11]. To support the
continuity of reliable, affordable and increasingly more sustainable electrical energy, network reinforcement may be
required and this represents a significant cost to network
operators and consumers. For example, modernisation of
electrical networks in the United States is expected to incur a
$3 trillion cost, which excludes generation asset investment [12]. To support the deferment of network investment,
and to ensure continuity of reliable service within a modernised electrical network, asset management has a strategic
role. Miguelanez-Martin and Flynn [13] highlight the transition from time-based condition monitoring to predictive
maintenance within the energy sector. Matikainen et al. [2]
also note that effective asset monitoring is integral to continuity of service.
B. PREVIOUS WORK ON AUTOMATED MONITORING

We previously reported a method to automatically classify tower configurations from aerial images [14]. In this
paper, we focus on the specific challenges of equipment
failure on towers, specifically of insulators and U-bolts. Some
researchers have focused on environmental factors that may
lead to component degradation and failure. This has included
detection of activities of birds on OHL towers [15], [16],
detection of icing [17]–[21], and measurement of vegetation encroachment [22]. Others have addressed the detection
of components that have failed or that require immediate
maintenance work. This has included detection of broken
line strands [23]–[25] and measurement of sagging on line
segments [26], [27]. However, insulators are the components
that have been most studied in terms of automating detection
and condition assessment on OHL towers [28]. Studies have
focused on detecting, and in some cases segmenting, insulators in images, with emphasis on electrical failure modes such
as shattered or exploded sheds [29]–[32], missing or cracked
insulator caps, or flash-over hot-spots [33]–[37]. We detect
insulators and analyse insulator mechanical failure modes at
the tower level, classifying towers as healthy or unhealthy
based on the condition of the detected insulators, rather than
segmenting component sub-regions such as missing insulator
caps. Whereas Jalil et al. [38] train a condition detector using
rating labels for individual insulators, we focus on aggregated
tower condition rating. Another component type highlighted
as high-risk by distribution network operators is U-bolts. The
automated detection and analysis of U-bolts has not been
presented previously in literature.
Methods for analysing images of OHL assets are drawn
from the computer vision and deep learning literature. Traditional image analysis has had a central role, relying heavily
on engineered extraction of texture, shape [39], [40], colour
features [35], [37], [41], [42]. Fusion of features such as
grey-levels, colour names and histogram of oriented gradients (HOG) has been used to enhance insulator detection
VOLUME 9, 2021

performance [43]. Yu et al. [44] highlighted the difficulty
of segmenting glass insulators in low contrast images and
combined texture and shape features for the task. Insulators are diverse in shape, colour and texture, and handcrafted methods may have difficulty generalising over this
diversity [31].
Deep learning bypasses the requirement to manually define
discriminating features. Several convolutional neural network (CNN) architectures have been used for detection of
OHL assets. These can be categorised as one-stage and
two-stage networks. Two-stage networks typically incorporate two CNNs: the first is used for generating region proposals and the second acts to localise and classify objects.
Examples of two-stage networks are Faster R-CNN [45]
and Mask R-CNN [46] which achieved state of the art
results on object detection benchmarks. One-stage networks
include single-shot multibox object detection, SSD [47], and
YOLO [48]. Evaluations on computer vision benchmarking
datasets show that although two-stage networks can have
better precision and can detect small objects in images, onestage models are faster. Gao et al. [30] proposed analysis
of insulators using a VGG16-based CNN to suggest regions
which were fed into Faster R-CNN for insulator detection.
Faster R-CNN was also applied to the detection of faulty insulator caps [30], [31]. Whereas [30], [49] worked on porcelain
and composite insulator types, Ling et al. [31] explored glass
insulators. As pointed out in [50], it is common to find a
tower with a combination of insulator strings. Li et al. [5]
used a similar method to [31] for global detection and local
segmentation of glass and ceramic insulators but added online
hard example mining to deal with class imbalance between
foreground and background. The mined examples were then
forward propagated through a Faster R-CNN for insulator
detection and a U-net for segmentation. Sampedro et al. [6]
detected insulators using a network derived from a modified U-net, trained within a generative adversarial network
framework with transfer learning. Nguyen et al. [51] highlighted speed as a major motivation for using one-stage networks. Miao et al. [49] fine-tuned an SSD previously trained
on the COCO dataset [52] with some aerial images comprising of different insulators and backgrounds. The model
was further fine-tuned using a more specific data set of
porcelain and composite insulators and considering scenes
with vegetation, roof-tops, etc. YOLO has also been used
for insulator detection [50], [53]. Han et al. [54] used a
ResNet50 to extract insulator features for YOLO, and considered different input scales. Chen et al. [53] enhanced blurred
images using a Super-Resolution Convolutional Neural Network (SRCNN). RetinaNet was introduced to bridge the gap
between two-stage and one-stage models arising from class
imbalance between foreground and background [55]. This
method increases accuracy without compromising on speed
but its application for the detection of OHL tower components
has been limited to detection of pins from pre-processed
tower [56]. Insulator detection using deep learning forms
one part of our proposed system. However, our focus is on
146283
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assessing condition ratings at the tower level by aggregating
information from multiple instances of insulators and other
components without the need to label the conditions of individual components in the image data.
The amount and quality of data are important factors for
deep learning methods. Unfortunately, the process of collecting and annotating aerial images is costly and there are several
levels of restrictions especially with regards to protecting
company assets and data protection. Authors use different
proprietary data sets, which are often insufficient in size. Data
augmentation has been used to artificially increase the size of
small data sets [30], [31], [36], [38], [49], [50], [54] as well as
to address imbalance between normal and abnormal targets,
e.g., 60 defective insulators photographed from a UAV were
used to generate a further 996 images using data augmentation in [36]. Images have also been sourced from the web [50].
Zhou et al. [57] used a large number of images for insulator
and vibration hammer detection but how these images were
distributed across different towers was not presented. It is
important to know how components are distributed across
tower instances because components on a given tower will
have been exposed to similar environmental conditions and
would therefore degrade at the same rate. Fusion of data from
multiple sensors has also been used, e.g., visual and infrared
image data [58]. Our experiments use a real-world electricity
network inspection dataset comprising of visual images that
are representative of the diverse component types and failure
modes encountered in real-world inspection scenarios.

TABLE 1. Numbers of images in the database, categorised by tower
viewpoint.

again in T7638. Also, 14 towers inspected in T6775 are
contained in surveys carried out as T7799. These towers were
surveyed at different times. Hence the number of separate
tower inspections is 7,219. Multiple condition ratings were
assigned by experts to each tower based on inspection of
its images. Each condition parameter was assessed based on
guidelines agreed between the network operator and the service provider. Condition information was recorded in spreadsheets in which hyperlinks to associated tower images were
provided.

III. DATASET

A. IMAGE DATA

The inspection database provided for this research is based on
high-resolution still images taken during helicopter inspection surveys of electricity overhead lines [3]. Image acquisition involved a camera operator and an observer both of
whom were engineers with good understanding of the information required for the inspection task. Photographs were
taken using a digital camera fitted with an optically stabilised
telephoto lens. To capture sufficient detail, multiple images
of left and right circuits were taken with focus on condition parameters such as the earth-wire, conductors, tower
paintwork, tower footing and vegetation encroachment. The
observer was responsible for highlighting flash points that
required more attention. The flights were carried out during
spring and summer months between April and October when
weather and lighting conditions were likely to be better.
On average, 53 images were taken of each tower.
Three datasets, T6775, T7638, and T7799, were provided,
each consisting of tower condition information and images
from a different network survey. The surveys were conducted
in 2011, 2014 and 2015, respectively. Towers inspected in
T6775 and T7638 were from high voltage lines. Both low
and medium voltage towers were inspected in T7799. The
data sets comprises of 6,753 unique towers (i.e., 4,823, 993
and 937 towers in T6775, T7638 and T7799, respectively).
A total of 233 towers were assessed twice across the data sets.
For example, 219 towers surveyed in T6775 were scheduled

Each tower has multiple images which vary in their viewpoint and thus capture different aspects and parts of the
tower. A viewpoint category label was provided with each
image. Table 1 lists these along with the total number of
images in each category. Whole tower images were excluded
because they were typically long-shots meaning that specific
components were often not well resolved. We also excluded
images specifically targeting signage, cable platforms, substations and spacers. The remaining eight categories constituted 94.2% of images and were those likely to contain
the objects of interest for this paper. Together they should
be representative of the variability encountered along the
OHL inspection corridors. We sampled from this set of
363,859 images to obtain datasets for our experiments. Each
image is 5616 × 3744 pixels. Figure 1 shows example images
illustrative of some of the challenges posed, namely strong
background clutter and mixed component types.
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B. TOWER CONDITION RATINGS

In this paper we focus on assessing towers based on the condition of their insulators and fittings. Each tower is assessed
by inspection of its multiple images. Fittings refers to accessories for attaching insulators to a tower. Specifically, we are
interested in insulator U-bolts, which are typically used to
attach a suspension insulator to a tower. These components
may not have been painted and therefore wear and rust are
VOLUME 9, 2021

A. Odo et al.: Aerial Image Analysis Using Deep Learning for Electrical Overhead Line Network Asset Management

FIGURE 1. (a) A top of tower image with strong background clutter.
(b) An insulator top image with a mixture of porcelain and glass
insulators. Red denotes heavily occluded, orange denotes partial
occlusion, and green denotes clear components.

expected. A critical factor is the severity of wear at the
suspension point. Insulator failures can arise from electrical
or mechanical faults. Electrical faults are those that reduce
or undermine the electrical properties of the device, e.g.,
cracked or chipped insulator sheds, and in some cases completely missing sheds. Cracks and chips on sheds are typically
found on porcelain insulators. Glass insulators would shatter.
Mechanical faults arise due to rust resulting from corrosion
on the insulator string. Insulator rust can be localised around
the cap region or the pin, or in some cases can affect the entire
insulator string.
Different assessment criteria were used depending on the
type of asset and failure mode being assessed. Table 2 gives
the criteria for U-bolts and for mechanical insulator faults.
Towers rated CR-1, CR-2, CR-3, CR-4 or CR-5 were used
in this study whereas those labelled M, N, U, or ‘?’ were
excluded.
IV. OVERVIEW OF PROPOSED SYSTEM

Figure 2 gives an overview of the process by which a trained
system classifies a tower’s condition. First, instances of
the component type of interest are detected. All detected
instances in all images of a tower are cropped and padded
VOLUME 9, 2021

to form a bag of instance images. The tower condition is then
predicted by a classifier based on this bag. In this paper we
focus on insulators and U-bolts as exemplar cases of components of interest. We trained and validated deep instance
detectors for these components using disjoint datasets that
had been manually annotated with instance bounding boxes.
We should emphasise that tower condition ratings are at the
tower level and not at the instance level. It is the tower as a
whole that is assigned a condition rating; no condition labels
were available in the database for the individual components
on which the tower ratings were based. The critical decision
threshold lies between CR-3 and CR-4. Towers given ratings
of CR-4 or CR-5 will be actioned. Therefore, we chose
to develop binary classifiers to discriminate between
healthy towers (CR-1, CR-2, CR-3) and unhealthy towers
(CR-4, CR-5).
We compare different methods for developing tower condition classifiers from bags of component instances. A first
approach develops an instance classifier by training using
class labels transferred from the tower to each of its instances.
At test time, a tower is classified by aggregating instance
classifications. This approach is likely to work well when
the instances on a tower are in similar condition. A second
approach employs multiple instance learning (MIL) to train
a tower classifier based on the bag of instances. This could
be of benefit when the instances on a tower are in varied
condition and what matters is the condition of the worst. MIL
learning can be resource-intensive so we experiment with a
trade-off in which MIL classifiers are trained on sub-bags
and their predictions aggregated. Before describing these
methods and their evaluation in detail, we first describe the
instance detectors.
V. INSTANCE DETECTION

We now detail the methods we used for instance detection
before presenting a series of experiments investigating how
their performance is affected by object class and instance
occlusion.
We tried using Mask R-CNN [46] and RetinaNet [55] for
detecting insulators and U-bolts. Mask R-CNN is a two-stage
detector based on enhanced Faster R-CNN and incorporates
efficient segmentation and localisation in an end-to-end fashion. RetinaNet is a one-stage model that uses focal loss to
cope with background-foreground class imbalance. We finetuned Mask R-CNN and RetinaNet networks, in both cases
with pre-training on the COCO data set [52]. A learning rate
of 0.001 was used for the first 10 epochs while fine-tuning
only the output layers. The entire network was then trained
for between 35 and 50 epochs with a learning rate of 0.0001.
Training and testing were carried out in Tensorflow using
an RTX2080 machine with 10GB GPU memory. Mini-batch
sizes of one and two images were used for Mask R-CNN and
RetinaNet, respectively.
We prepared image data for training and testing of
instance detectors by annotating bounding boxes for insulators and U-bolts using the VGG Image Annotator (VIA) [59].
146285
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TABLE 2. Criteria for rating towers based on the condition of their insulators and U-bolts.

FIGURE 2. Block diagram overview of tower condition classification pipeline.

Each annotated instance was labelled with one of the following occlusion ratings. Figure 1 shows examples of these
occlusion levels.
• Clear: 100% within the image with no occlusion.
• Partially occluded: at least half of the object is visible
within the image, with some occluded either by the
image boundary or by the tower or some other object.
• Heavily occluded: more than half of the object is
occluded either by the image boundary or by the tower
or some other object.

146286

We evaluated the detection models using average precision (AP) and response time. A ground-truth bounding box
is compared with a detected bounding box by computing the
ratio of their intersection and their union. Detections with
intersection over union (IOU) greater than or equal to 0.5
were considered to be true positives. Precision is computed
TP
TP
as TP+FP
and recall as TP+FN
where TP, FP, and FN denote
counts of true positives, false positives, and false negatives,
respectively. AP is the area under the precision-recall curve.
AP was computed using interpolation as described in [60].
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TABLE 3. Effect of occlusion and image size on insulator detection using
Mask R-CNN.

TABLE 4. Insulators and U-bolts from high-risk towers.

TABLE 5. Detection results in high-risk towers.

A. EFFECT OF OCCLUSION AND IMAGE SIZE ON
INSULATOR DETECTION

Initially we explored the prevalence of insulators and the
complexity of their detection using images sampled at random from the dataset. Specifically, 200 images were sampled
from each of the eight viewpoint categories for a total of
1600 images. These were split into 1200 images for training
and 400 for testing. In the training set, 367 images contained
no insulators while a total of 3,236 insulators were detected
in the remaining 833 training images. In the test set there
were 949 insulators. Of those, 115 were heavily occluded and
a further 98 were partially occluded.
We trained a Mask R-CNN detector using this training set.
As shown in Table 3, it obtained an AP of 83.8% overall.
This improved to 89.4% if heavily occluded instances were
removed. We repeated this experiment with image width and
height halved. This reduction resulted in a drop in AP of
approximately 3%.
B. DETECTION OF INSULATORS AND U-BOLTS IN
HIGH-RISK TOWERS

Inspection reports are usually accompanied by additional
comments on major flashpoints; these high-risk cases require
immediate attention, such as repairs or replacements, within
the inspection window. We investigated detection of components in images of towers deemed to be high risk for the
following reasons. Firstly, failure modes are usually underrepresented in inspection data sets; by training detectors on
high risk towers, the proportion of faulty examples in our
dataset of detected components should increase. Secondly,
whereas images taken of high voltage lines from helicopters
are often long shots acquired at distance for safety reasons,
towers identified as high risk will typically also have closeup shots of suspect components. Such images can serve
as an approximation of a UAV-based inspection scenario.
Table 4 summarises the high-risk tower dataset consisting
of 1,830 images of 748 towers and the training-testing split
used. A total of 2,462 insulators and 1,962 U-bolts were
annotated in these images.
We compared Mask R-CNN and RetinaNet for insulator and U-bolt detection. Figures 3(a) and (b) show
example cropped U-bolts used for training and validation
(1024 × 682 pixels). As shown in Table 5, Mask R-CNN
and RetinaNet both obtained high AP for insulators. Mask
R-CNN obtained a similarly high AP for U-bolts whereas

VOLUME 9, 2021

TABLE 6. RetinaNets for single vs. multi-task detection.

RetinaNet did not. Figure 4 shows the precision-recall curves.
On inputs of 1024 × 682 pixels, average inference time of
157ms and 60ms were achieved for Mask R-CNN and RetinaNet, respectively. Reducing input size to 512 × 341 pixels
led to a drop in AP (Table 5).
C. FINE-GRAINED AND MULTI-TASK DETECTORS

We investigated a more fine-grained detection setting in
which two sub-classes of U-bolt, namely earth-wire U-bolts
and insulator U-bolts were distinguished based on the assets
they physically support. Furthermore, we compared separately trained detectors to a single multi-task detector.
Discriminating between earth-wire and insulator U-bolts
requires less tightly cropped images so that sufficient visual
context is available. Figures 3(c) and (d) show examples
of the crops used. These are contrasted with those in
Figures 3(a) and (b) used in the previous experiment. For
consistency, we expanded bounding boxes for insulators
so that they were also similarly cropped. RetinaNets were
trained and tested for single and multi-task detection on the
high-risk tower dataset.
As shown in Table 6, multi-task detection achieved better
AP results than single-task detectors. Figures 5(a) and 5(b)
show precision-recall curves comparing single and multi-task
detectors for detection of insulators and insulator U-bolts.
The use of expanded bounding boxes appears to have led to
improved RetinaNet U-bolt detection.
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TABLE 7. Dataset breakdown for experiments on tower classification in
terms of the condition of their insulators.

FIGURE 3. Examples of cropped U-bolts used for detection.
(a) and (b) are tightly cropped. (c) and (d) are less tightly cropped to
facilitate fine-grained discrimination between earth-wire U-bolts and
insulator U-bolts.

the same split for either training or testing to avoid any bias.
We created sub-bags of up to 8 (MIL8 ) and 16 (MIL16 )
instances. Sub-bag class predictions were aggregated at test
time.
Networks were trained from scratch using mini-batch
stochastic gradient descent with a mini-batch size of
8 instances. The learning rate was initially α0 = 0.001, and
was scaled based on Eqn. (1) where τ is the current epoch and
τmax is the maximum number of epochs.
τ
)
(1)
α = α0 (1 −
τmax
Data augmentation consisted of flipped training images
horizontally at random. Models were evaluated using 10-fold
cross-validation. We compare the use of mean and max operators to determine the tower class label Ŷ from the predicted
sub-bag or instance labels.

VI. TOWER CONDITION CLASSIFICATION

VII. RESULTS
A. TOWER CLASSIFICATION BASED ON INSULATORS

The next phase of our inspection pipeline is the classification
of towers based on the condition of detected component
instances, specifically insulators and U-bolts. As mentioned
earlier, two approaches were investigated: (i) aggregating
outputs of instance classifiers trained by transferring class
labels from towers to instances, and (ii) aggregating outputs of sub-bag classifiers trained using multiple instance
learning (MIL).
Instance-based classification used either ResNet50V2 [61]
or EfficientNetB0 [62] deep networks with two outputs,
trained to classify instances using binary cross-entropy loss.
Tower condition labels were used as instance class labels for
training.
MIL-based classification used EfficientNetB0 [62] as the
base for the multiple instance learning (MIL) network but
the top layers were replaced with two fully connected (FC)
layers and a final output layer which was a gated attention pooling layer as described in [63]. The pooling is the
weighted average of instances where weights are determined
by a neural network. Thus the network structure was: feature
extraction-based on EfficientNet → FC-64-nodes → Dropout → FC-32-nodes → Drop-out → Output. This deep MIL
network was trainable end-to-end and had approximately 8M
parameters.
Due to resource constraints, and so that we could utilise
all available instances of a tower, each tower bag was split
into sub-bags. We ensured that all sub-bags remained within
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We experimented with classification of towers as healthy
(CR-1, CR-2, CR-3) or unhealthy (CR-4, CR-5) in terms of the
condition of their insulators. We created a dataset by sampling
1,000 towers, 200 per condition rating (CR), from the 5,301
towers that were not used in the insulator detection experiments (Section V). These 1,000 towers had a total of over
25k images in which more than 82k instances (sub-images) of
insulators were automatically detected. Table 7 gives a more
detailed breakdown of these data. Figure 6 shows examples of
detected insulator instances. All detected instances were used
in what follows, regardless of whether they were of glass,
porcelain, composite or ceramic insulators, whether they
were from suspension or tension towers, or indeed whether
they were false positive detections. Each detected instance
sub-image was scaled and cropped to 224 × 224 pixels.
Figure 7 shows receiver operating characteristic (ROC)
curves for tower classification, Table 8 summarises results in
terms of area under the ROC curve (AUC), and Table 9 gives
confusion matrices at operating points selected to maximise
Youden’s index [64].
1) TOWER CLASSIFICATION BY AGGREGATING
INSTANCE CLASSIFICATIONS

The ROC curve obtained by averaging EfficientNetB0
instance classification scores dominated that obtained by taking the maximum instance classification score (Figure 7(a));
averaging gave an AUC of 0.94 whereas taking the maximum
VOLUME 9, 2021
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FIGURE 4. Mask R-CNN and RetinaNet on high-risk towers.

FIGURE 5. RetinaNet for single and multi-task detections.

gave a lower AUC of 0.90. This compared favourably with
the larger ResNet50V2 network which had lower AUCs of
0.90 and 0.81, respectively. As shown in Table 9, 1,000 towers
were classified and EfficientNet performed better than other
classifiers with 864 (healthy and unhealthy) towers correctly
classified.

TABLE 8. Summary of tower classification results based on insulators
and U bolts.

2) TOWER CLASSIFICATION BY AGGREGATING MIL
SUB-BAG CLASSIFICATIONS

Figure 7(b) shows ROC curves obtained by aggregating MIL
sub-bag classifications using sub-bags of 16 instances. There
was no clear distinction between aggregation using mean
and max. Table 8, we show network parameters and AUC
values of MIL-based classifiers. Increasing the number of
instances in sub-bags from 8 to 16 improved AUC from
0.90 to 0.92 (in the case of mean aggregation) but did not
do better than aggregating instance classifications. As shown
in shown in Table 9, MIL16 followed by averaging sub-bags
VOLUME 9, 2021

predictions performed better than that trained with sub-bags
of 8 instances.
B. TOWER CLASSIFICATION BASED ON U-BOLTS

We experimented with classification of towers as healthy
(CR-1, CR-2, CR-3) or unhealthy (CR-4, CR-5) in terms of the
condition of their insulator U-bolts. We created a dataset for
this purpose using a sample of the suspension (S-type) towers.
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TABLE 9. Insulator-based tower classification.

TABLE 11. Dataset used for tower classification by U-bolt condition.

FIGURE 6. Examples of detected insulator instances used for tower
classification.

Only 323 of the 3,647 S-type towers are categorised as
unhealthy (Table 10) so to create balanced dataset we sampled 320 healthy and 320 unhealthy towers. Four towers
(1 healthy and 3 unhealthy) were excluded by the detector
as not having insulator U-bolts. The remaining 636 towers
had a total of over 15k images in which more than 19k
instances (sub-images) of insulator U-bolts were automatically detected. Table 11 gives a more detailed breakdown
of these data. Examples of detected insulator U-bolts are
shown in Figure 10(a). On average, 30 U-bolt instances were
detected per tower; some had as many as 90. These included
some false positives as in Figure 10(b). All detected instances
were used in what follows, including false positive detections.
Each detected instance sub-image was scaled, cropped and
zero-padded to 224 × 224 pixels.
TABLE 10. Numbers of suspension towers, their images, and insulator
U-bolt instances detected.

On the entire 3,647 towers, the detector excluded 12 towers
as not having insulator U-bolts. Nine of these towers have pin
insulator types installed, which are not supported by U-bolts.
An example of a tower with pin-type insulators is shown
in Figure 8(b); our detector was not trained to detect pins.
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Furthermore, the T-type tower shown in Figure 8(a) had been
wrongly labelled as S-type; we detected U-bolts from S-types
only so this erroneously labelled image was not applicable.
Figure 9(a) and Figure 9(b) are of interest as these are S-type
towers. All insulator U-bolts in Figure 9(a) were heavily
occluded and were missed by the detector. All the images of
the tower in Figure 9(b) were taken at long range. As a result,
the size of the components was always too small to be identified by the detector. These examples illustrate the limitations
of the detector in terms scale and level of occlusion.
Table 8 gives AUC results. Aggregating MIL sub-bag
classifications using sub-bags of 16 instances achieved an
AUC of 0.89 irrespective of whether mean or max was used
for aggregation. Aggregating instance classification did best
when using mean aggregation, achieving an AUC of 0.91,
but poorly when using max aggregation, dropping to an
AUC of 0.81.
Table 12 shows confusion matrices obtained at operating
points chosen to maximise Youden’s index. In particular,
MIL with max aggregation over sub-bags resulted in 541
(266 healthy and 275 unhealthy) towers being correctly classified and 95 (53 healthy and 42 unhealthy) towers being
mis-classified. Mean aggregation of instance classifications
resulted in 534 (260 healthy and 274 unhealthy) towers being
correctly classified and 102 (59 healthy and 43 unhealthy)
towers being mis-classified. Table 13 expands the confusion
matrices to show how original ratings (CR1, CR2, CR3, CR4,
& CR5) were classified as healthy and unhealthy. As would
be expected, most confusion occurs between CR-3 and CR-4,
whereas CR-1 and CR-5 were classified with few errors.
Given the promising results on the balanced data sample, we further evaluated aggregation of instance classification using all 3,647 towers (of which 3,315 healthy and
320 unhealthy towers resulted in insulator U-bolt detections).
As shown in Table 10, 97,128 U-bolt instances were detected
in healthy S-type towers and 10,151 in unhealthy S-type
towers. This is a highly unbalanced dataset so class weighting
of 1:10 was applied to the loss function during training.
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FIGURE 7. ROC curves for Instance-based and MIL-based tower condition classification.

FIGURE 8. Examples of data set limitations.

FIGURE 9. Examples of system limitations.

Figure 11 shows ROC curves obtained using mean and max
aggregation; the curve for mean aggregation dominates. The
classifiers achieved AUCs of 0.98 and 0.94 for mean and max
VOLUME 9, 2021

aggregation, respectively. Table 14 gives confusion matrices,
and Table 15 the expanded confusion matrices showing how
the five tower condition ratings get classified as healthy
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TABLE 12. Confusion matrices for tower classification based on U-bolts.

TABLE 15. Expanded confusion matrices for tower classification based
on U-bolts (using aggregation of instance classifications on the
unbalanced dataset).

TABLE 13. Expanded confusion matrices for tower classification based
on U-bolts (using mean aggregation).

TABLE 14. Confusion matrices for tower classification based on U-bolts
(using aggregation of instance classifications on the unbalanced dataset).

FIGURE 11. ROC curves for tower classification based on U-bolt condition
(using aggregation of instance classifications on the unbalanced dataset).

FIGURE 10. Sub-images extracted as insulator U-bolts.

and unhealthy. Using the averaging instance classifications
method, 3,191 out of 3,315 healthy towers and 289 out of 320
unhealthy towers were correctly classified. A total of 155
(31 unhealthy and 124 healthy) towers were missed. Four of
the 72 CR-5 towers (6%) were mis-classified as healthy and
just one of the 865 CR-1 towers (0.1%) was mis-classified as
unhealthy.
VIII. DISCUSSION

This study leveraged real-world data from several years of
inspection with a wide variety of component types, failure
modes and views. Aerial images of OHL towers have highly
cluttered backgrounds which, together with variability in
terms of component types and scale, makes their analysis
challenging. The data were representative of this complexity,
covering a diversity of clutter (e.g., roof tops, vegetation) and
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component types, which should be beneficial for generalisation. As noted in [6], [50], insulators of diverse shapes,
lengths and orientations may be present on a single transmission tower. Whereas some previous studies have focused
on detecting glass insulators [31] or porcelain and composite
insulators [30], [49], this study detected four insulator types
simultaneously, i.e., porcelain, ceramic, glass and composite. Furthermore, we applied deep learning object detection
methods to the detection of U-bolts, and we reported experiments investigating the effects of occlusion, scale, and multitask detection.
Components that were missed tended to be those that were
distant, or that were heavily occluded by tower structures and
image boundaries. However, it is likely that other viewpoints
would result in their detection. Discarding heavily occluded
insulator instances improved Mask R-CNN performance by
over 6% from 83.8% AP to 89.4% AP (Table 3). Scaling input
resolution down by half degraded performance by about 3%.
This performance is consistent with the assertion that closeup images are necessary for electricity tower inspection [1].
When tested on close-up images from high-risk towers, Mask
R-CNN achieved an impressive 96.7% AP. Mask R-CNN
was more robust for detecting small U-bolts. For the larger
insulators, RetinaNet had comparable AP with a run-time 3
times faster. Whereas training using tightly fitting bounding
boxes worked well for insulators, expanded bounding boxes
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were more effective for detecting the two types of U-bolt.
Multi-task RetinaNet detection performed better than detecting objects separately.
We classified towers as healthy or unhealthy, in terms of
their insulators or U-bolts, based on all detected component
instances. We explored deep learning methods for multiple
instance classification and two methods for aggregating bag
predictions. Our results show similar performances using
mean and max as aggregation operators with the mean operator achieving slightly better results on both insulators and
U-bolts.
OHL network assets are inspected periodically, and in
an operational setting it is likely to be more costly for an
automated system to misclassify unhealthy towers than to
misclassify healthy towers during an inspection window.
Classification thresholds can be set accordingly to reflect
these asymmetric costs. For example, the ROC curve in
Figure 11 suggests that 97.5% of towers with unhealthy
U-bolts would be flagged for human inspection with a corresponding 20% false positive rate.
IX. CONCLUSION AND FUTURE WORK

Electricity networks overhead Line (OHL) assets represent
critical infrastructure which must be supported by cost effective asset management. New demands as a result of the
increasing end-user energy demand e.g., decarbonisation of
transport and the increasingly complex energy flows from
distributed generation are driving the needs for advancements
in current technology and practices. Automating the inspection of OHL assets is a challenging task requiring multiple
image processing steps to detect the components of interest
and their failure modes from cluttered backgrounds. Deep
learning can be effective at learning the complex representations needed for such tasks, but a challenge with deep learning
is the need for sufficient numbers of properly labelled images
to achieve good generalisation. Such data requires significant additional investment to create. We leveraged a robust
inspection dataset which is representative of the diverse asset
types and failure modes in real-world scenarios. Assets were
automatically extracted from multiple images of a tower. The
towers were then classified as healthy or unhealthy based on
the detected assets. We introduced the automated detection
and condition analysis of U-bolts. Our tower classification
results are consistent with the original tower condition ratings, demonstrating the effectiveness of deep learning for
prognostic activities along overhead line networks from aerial
images. We have demonstrated that tower condition classifiers can be trained effectively without labelling the condition
ratings of individual components (insulators and U-bolts)
upon which such classifications are ultimately based.
Current inspection pipelines for electrical line surveys capture aerial images from helicopters. However, the literature
reviewed shows a trend towards the replacement of helicopters with safer, more flexible and cost effective aerial
platforms such as unmanned aerial vehicles (UAVs). The
methods presented in this paper were based on tower images
VOLUME 9, 2021

taken from helicopters. There could be some performance
issues when deployed on a different platform because of
the variation in image quality. Future work should focus
on the verification of the proposed pipeline for unmanned
aerial vehicle surveys. This pipeline could also be used for
the assessment of tower paintwork degradation. There are
other failure modes that need to be identified such as trees
in breach of power-lines. Tree cutting accounts for a sizeable
proportion of investment in OHL network maintenance.
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